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Abstract
This paper discusses core reinforcement learning (RL) concepts and methods in
addition to elaborating on the field’s significant successes in game-AI. The focus
is on explaining the systems used in achieving superhuman performance in a
variety of game domains. This includes perfect-information games: Go, Chess,
and Shogi; Imperfect-information games: Poker; and video games: the Atari
suite, Dota 2 and StarCraft. This report is split into three main sections. First,
preliminary terminology and formalisms are introduced. Second, foundational
single-agent reinforcement learning methods are explained. Third, methods that
achieved superhuman performance in various game domains are elaborated on.
Additionally, there is a final section illustrating the performance of implemented
value-based methods.
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1 Introduction

1.1 Introduction to Reinforcement Learning
Reinforcement learning is a sub-field of machine learning that concerns itself with teaching an agent
how to map environmental situations to actions so as to maximise the cumulative reward given by
the environment. The goal for the agent is simple: to learn on its own and discover which actions
ultimately lead to better outcomes. Through simple trial-and-error, reinforcement learning agents can
learn to achieve remarkable performances in a variety of tasks.

Within artificial intelligence, games are an incredible test-bed for new methods and techniques. The
development of AI to play games is not anything new within the broader AI field, as some of the
earliest AI research set their sights on solving games. An example of this is the mastery of a digital
Tic-Tac-Toe game by A. S. Douglas in 1952. Early research on games such as chess eventually
culminated in incredible achievements such as Gary Kasparov’s defeat at the hands of IBM’s Deep
Blue [17]. Over the last decade, game-related AI research has expanded to include games of all types
and complexities, including modern video games. This research has pioneered many techniques
that are becoming mainstream artificial intelligence, such as Monte Carlo Tree Search, automated
game design, procedural content generation and using high-sensory inputs, such as screen capture, to
optimise control.

In recent years, we have seen reinforcement learning dominate the field of game-AI. Not only
has superhuman performance been achieved in both perfect and imperfect information games, but
reinforcement learning has done so exclusively by trial-and-error and self-play. These achievements
have sent shockwaves through the world by showing that machines can surpass human intuition and
skill in complex domains without any human intervention. The success of these methods seemingly
pave the way towards general artificial intelligence systems.

1.2 Preliminary Concepts
The following are preliminary concepts and methods that are required to understand how reinforce-
ment learning can achieve superhuman performance.
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1.2.1 The Reinforcement Learning Problem
The reinforcement learning problem asks the question of how to learn the actions one should take
to, ultimately, maximise some given numerical reward signal. The entity responsible for learning
which actions to take is termed the agent, and the world the agent finds itself in is termed the
environment. In RL, learning generally starts tabula rasa meaning the agent has no prior information
to aid in its discovery of optimal actions. The agent must discover on its own, through means of
environment interaction, which actions to take to achieve its goal. This learning by trial-and-error is
a distinguishing characteristic of reinforcement learning. Formally, this problem is often modelled
using the Markov Decision Process (MDP) framework - see section 1.2.4.

1.2.2 Agent-Environment Interface

Figure 1: Agent’s interaction with environment [59]

The agent-environment interface (see figure 1) describes how interaction/communication takes place
between the agent and environment. This interaction cyclically occurs over time. Each cycle
represents a new time-step t where the environment presents a new situation (state st) to the agent.
The agent then needs to decide what to do, i.e. choose an action (action at). Each time-step, the
environment also gives a numerical reward (rt) after the execution of some action, which the agent
is trying to maximise over time. An agent continues in this cycle of state, action, reward until the
terminal time step T is reached. The full sequence of states, actions and rewards is called a trajectory
or episode. (s1; a1; r1; :::; sT ; aT ; rT )

1.2.3 States, Actions & Rewards
States represent the underlying environmental situations the agent can find itself in. An example of
this, in the game of chess, would be a certain board configuration. The agent makes use of the state st
to decide which action at to take that will maximise the cumulative reward going forwards

PT
t=0 rt

. An agent might not have direct access to the environments underlying states, thereby receiving
some observation ot, representing st. In simple environments, the observation is identical to the state
ot = st, but this is not always the case. An example of this is agents learning how to play games
directly from pixels. The pixels themselves are not the state of the environment, but they form a
representation of the state. The set of all possible states the environment has to offer is termed as the
state space S.

Actions are the way the agents interact with the environment. Each state inherently has a set of
possible actions for the agent to take. These actions can be discrete, such as a list of cardinal directions
to move in, or continuous, such as the number of degrees to rotate a steering wheel. The set of all
possible actions an environment has to offer is termed the action space A.

Rewards are the numerical signal an agent is trying to maximise. Depending on the environment and
goal of the agent, the reward function is created. The reward function is the fundamental driving force
to teach an agent what is good or bad to do in a situation. The reward function depends on the current
state st and current action at. Often the reward function is deemed the most important modelling
factor of the reinforcement learning problem because if the reward signals do not truly capture the
goal of the task, the agent will not learn correctly or at all. David Silver, one of the leading pioneers
of modern reinforcement learning research, posits that the objective of maximising reward is enough
to create behaviour that exhibits most attributes of intelligence found in nature [56]. This idea further
enforces the importance of a correctly structured reward function.

3



Figure 2: Example of a MDP [59]

1.2.4 Markov Decision Processes
Markov decision processes (MDP) are used to model an environment in a reinforcement learning
problem. Formally an MDP is represented by the tuple (S, A, P ,R, 
) where:

• S represents the set of all possible states.

• A represents the set of all possible actions.

• P represents the state transition probability function which gives the probability of outcome
states st+1 2 S given a current state st 2 S and current action at 2 A.

• R represents the reward function which gives the numerical reward depending on the current
state st 2 S and current action at 2 A.

• 
 represents the discount factor that decides the weighting of importance given to immedi-
ate/future rewards.

MDPs (or POMDPs) are used to describe the RL agents environment formally. A POMDP (Partially
Observable Markov Decision Process) is an MDP whereby the agent cannot observe the MDP’s
true underlying state. This results in an MDP where instead of states, there are observations and an
associated observation transition probability function which allows for a degree of inference about
the underlying state. Formally, POMDPs are represented by the tuple (S , A, P ,R, 
, O, 
) which is
the same as an MDP with the addition of 
 which represents the set of observations and O which
represents the observation probability function.

Since the reinforcement learning problem is mathematically idealised by Markov Decision Processes,
one can construct precise theoretical statements about these problems using them [59]. This is what
allows for many of the theoretical guarantees of tabular reinforcement learning methods.

Figure 2 shows an example of an MDP. The circles represent the states, and the arrows represent
transitions with specific probabilities. As can be seen, states can offer more than one potential
transition. An agent will transition from state to state with a certain probability depending on the
action/transition it decides to take. Figure 1 shows the agent’s interaction with the environment in an
MDP. The agent and environment (MDP) interact at each step in a sequence of discrete time steps. At
every step the agent receives an observation ot of the state st 2 S , and selects an action at 2 A based
on this observation according to it’s policy �. Once the agent has executed its action, one time-step
later, the agent will receive a reward rt 2 R � IR due to its action and the state it ends up in. This
reward can be positive or negative, depending on the outcome. The agent now finds itself in a new
state st+1 2 S and the cycle repeats until a terminal state is reached.

It is important to note that MDPs have the Markov property meaning that the future states are indepen-
dent of the past states given the present state, i.e P [st+1js1; s2; :::; st; a1; a2; :::; at] = P [st+1jst; at].
Intuitively this means that every state must include the necessary information about all aspects of the
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past agent–environment interaction so that actions can be accurately decided solely based upon the
current state the agent is in. Many modern problems do not obey the Markov Property and require
the agent to have some form of memory, but this is elaborated in future sections.

1.2.5 Policies and Value Functions
Agent’s use a function, termed a policy, to decide their actions at every time-step. Intuitively, the
policy can be seen as the agent’s brain. A policy � is defined as a mapping of environment states
S to an action [59]. The policy can be constructed as a stochastic or deterministic function. In the
deterministic case, the function �(st) outputs a single action at that the agent will take. If stochastic,
�(st) will output a probability distribution over all possible actions at 2 A whereby an agent will
sample an action at from this distribution.

In the process of finding the optimal policy ��, a large proportion of reinforcement learning algorithms
estimate the value function v. The value function is a function that receives a state (st) or state-action
pair (st; at) as input to estimate the expected cumulative reward to be received going forwards (value).
Since the cumulative reward is dependant on future actions in future states, the value function is
defined with respect to the policy the agent is following. The expected cumulative reward Gt can be
defined as follows:

Gt =

TX
k=t


k�trk

where T is the terminal time step and 
 discount factor (the weight of importance given to immediate
and future rewards). Formally the value function for any given policy is defined as:

v�(s) = E[Gtjst = s], for all s 2 S

The bellman equation for the value function decomposes the function into two parts, the immediate
reward and the discounted value of successor states. This can be formulated as :

v�(s) = E[rt + 
 � v(st+1)jst = s]

The bellman equation illustrates an important recursive property used for most methods that involve
estimating a value function.

1.2.6 Prediction and Control
In reinforcement learning, there are two different goals: Prediction - where the agent’s task is to
evaluate how well a given policy performs. An example of this is to estimate the value function of an
MDP given some policy.

The other goal, which is usually the focus of many, is control - where the task of the agent is to find
the optimal policy to some MDP [59].

Often, in the pursuit of optimal control, prediction is used to improve the current policy. An agent uses
its experience to learn and estimate the value function, after which it then improves its policy by acting
greedily. With its new policy, the process of estimating the new value function starts again, thereby
creating a cycle of policy improvement and evaluation, ideally converging on the optimal policy
and value function over time. This cycle of policy evaluation (prediction) and policy improvement
(control) is termed Generalised Policy Improvement (see figure 3). Almost all reinforcement learning
methods can be described as a form of Generalised Policy Improvement.

1.2.7 Model Free
Model-free methods are those in which the agent has no internal representation of the
MDP/Environment. The agent has no knowledge of the MDP transition or reward dynamics and
cannot use this information in learning. Model-free agents do not have the ability to think and plan
about how their environments might change in response to their actions. Since models have to be
accurate to give utility, model-free methods often have the advantage in complex environments, which
is why there has been much success with these methods in the past. Model-free methods are also an
essential building block for model-based methods, which are becoming more popular in recent years.
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